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Introduction

e The importance of tree based methods in machine learning research is
undeniable. Classification and Regression Trees (CART) (Breiman, Friedman,
Olshen & Stone 1984) have fundamental importance in this regard.

o Ensemble methods that combine a set of tree models, such as boosting ,
bagging and random forests have turned out to be much popular with time.

o Bayesian versions motivated by these methods, such as Bayesian CART and
BART have established themselves as effective weapons for attacking
challenging machine learning problems.
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The CART model

Xa€ {c D}
Hig 4B Assumptions:
}i ( o If z lies in the region denoted by the i*"* terminal
o X1‘5 s node, then y|z has distribution f(y|6;), where f is
' ' a parametric family indexed by 6;.
m o The distribution of y values inside a terminal node
are iid.
i 7 o Distribution of y values across different terminal
=5 [o.—s nodes are independent.

Figure: A CART model with y ~ N(8g, o2)

yij := jt observation associated with the i" terminal node.
n; := number of observations in the i*" terminal node.

b b ny
p(Y|X,0,7) =[] fvilos) = [T I f(wisl00)
i=1 i=1j5=1

f is taken as required for the problem.
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The Mixture Model

We consider a situation when Y comes from a mixture distribution with k(random) compo-
nents. Consider, for large M:

M

Y[X,01,..,00:,T1, ., Tl = ;i f(Y]X, 05, T5) ey
i=1

e For j=1,..., M, pj € [0,1] with > p; =1 and (0;,T;) ~ G

o G ~ DP(a,Gp), the Dirichlet process with scale parameter o and some expected
measure Go

Due to discreteness of Dirichlet process, (0;,T;);¢ = 1,..., M , are coincident with positive
probability. Hence [1] reduces to :

k
[Y|X,01, ..., On, T, .., Tia) = Y p} F(V]X, 07, T5) (2)
i=1
where k < M, (©7,T;);i=1,...,k are the distinct elements of (©;,T;); i =1,..., M , and p}
is the sum of p; over indices j such that (6;,T;) are coincident.
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Reparameterization

Allocation variables: Z = (z1,---,2n)" where z; denote the class to which the it" point
belongs.

Let ©%, = {(©F,T;)}F_, denote the distinct components in © 7. Configuration vector C' =
(c1,--- ,cnr)’ where ¢ = Liff (©;,T)) = (©F,T)) for j € {1,--- ,M} and l € {1,--- ,k}.

Hence, the Model:
(=)= = Vi€ {1 M)
p(zi =17 = J FRED)
(9]7T]) ~ DP(OL,GO)
p(yilzi = 3,05, T5) = f(vil0g(is))

g(ij) denotes the terminal node to which the it" sample point is assigned to by the jt" tree.
Here, Vj, g(ij) € {1,...,b;} where b; denotes the number of terminal nodes in the 5t tree.

Arindam Roy



Choices for f

@ For Regression Trees, we consider two possible models:
@ Mean Shift model, with 04,y = (;Lg(ij),af):
yil(zi = 3,04(i5)) ~ N(Bg(iz)s ‘712')
® Mean-variance Shift model, with 045y = (1g(i5), ‘7_(27(7;1')):

yil (2 = 3, 04(i5)) ~ N(l‘g(ij)v‘i(iﬂ)

@ For classification trees, y; € {D1, ..., Dg}, where D; denotes the different classes. In this
case:

Q
Flyilzi = 4,0405) = [ ] (Pg(izy.0) V€72

q=1

where 04 = (pg1,...,pgQ). Here, pgq := P(y; € Dglz; = j).

March,
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Prior Specification G

p(©,T) = p(6|T)p(T)

We first describe p(T'). Then, we will describe p(©|T'). Instead of specifying a closed-form
expression, we specify p(T') implicitly by a tree generating stochastic process.

@ Begin by setting T' to be the trivial tree with single node (both root and terminal)
denoted by 7.

@ split terminal node  with probability pspiit (7, T).

@ If split occurs, assign it a splitting rule p according to the distribution pyye(p|n, T) to
create right and left children nodes.

@ Continue the above steps 2 & 3 until termination.
Typical choices for pspiit (1, T) :
@ pspiit(n, T) = a (constant).
Q pupiit (1, T) = (1 + dy)~#, where d,, is the depth of that root and 8 > 0.

For prule(p|n, T'), we can take the uniform prior. i.e, uniformly choosing a variable to split on
and taking a split point uniformly at random for that variable.
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Prior Specification Go: p(©,|T;) for Regression Trees

The simplest specification is the conjugate prior:

2
.. _ 05
Ng|‘7jv iid ~ N </‘L7 )
a

o’ NIG(V I/)\)
2 2

Some analytic simplifications show that under the above prior, we get:

and

b —(n+v)/2

b;/2
X Zsjg+tjg )+ vA

ca
p(YVIX;,T5,2) = ——
TLeZ, (njg +a)/?

o Y ={yi:z =j}and Ajg = {i: 2 =j,9(ij) = g}
® Sjg = Ez‘eAjg(yi —Yig)?
o tjg = [njga/(njg + a)](Y;g - ﬂ)z
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Prior Specification Gy: p(O|T) for Classification Trees

In Classification tree, y; belongs to one of Q categories D1, ..., Dg. Prior for ©; = (p1, ...,pbj)
is the standard dirichilet distribution of dimension @ — 1 with o = (a1, ..., aQ):

_ -1
P15 Db, |T iid ~ Dirichlet(p;|a) o po‘1 L ?5

The above prior gives the following marginal distribution:

r(>, a n o
PY;1X,,T) = rE Fq(a:')) H o +ng+a§)’
q
e ge{l,..,Q}
@ Ngqg = ZieAjg I(y; € Dy)

@ ng = Zq Ngq

Arindam Roy owdhury March, 2021



Table of Contents

© Conditionals for Gibbs Sampling

Arindam Roy Chowdhury



Allocation Variables Z

z; denotes the class to which the it" point belongs.

Hence, for Regression Trees, we have:

. . 1 1 )
[zi =J ‘ Y7Z—ivc7k7@M] X O'jexp{_%t]z (yi _:U‘g('ij)) }

Similarly, for classification trees, y; € {D1,..., DqQ}, where D; denotes the different classes.
In this case:

Q
20 =3 | Y, Z_3,C, k, O3] < [ [ ®g(ig),a) Vi€ = py(ijy,r »  where yi = Dy
q=1

where 65 = (pg1, ..., pgQ)- Here, pgq := P(y; € Dylz; = j).
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Configuration Variables C' and k

(©,,T;) ~ DP(a, Go). Hence,
m

a 1
0;,T)H|(©,T)_;] ~ G d(e
[(©;5, Ty )il atm—1 0+a+m71l:12l:7&j (©4,T7)

Where §(g,,1;) denotes the point mass at (O, 7;).
Let k;j denote the number of distinct values in © _;y;.

wqy L€l kj}

=1|Y,2,0_;,k;,0%,] = i
[C] | VAR M] {’“10]’ 1fl=kj+1

nj
1 2 1 2
q; = Mlj ﬁ exp ﬁ Z (yi*/lg(z‘l))
5 .

J tizi=j

Where M;; is the number of times 6] occurs in ©_ ;.

Since this is a non-conjugate case, qo; is not available in closed form. Hence, we use Algo-
rithm 8 in Neal (2000)
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Algorithm 8 in Neal (2000)

When updating c;, we either:
e choose an existing component ¢ from c_; (i.e., all ¢; such that j # )
@ choose a brand new component.

Let K_; be the number of distinct components c_;. Instead of integrating over Gg, we will
add m auxiliary parameters, each corresponding to a new component independently drawn
from Go:

[n}‘(,i+17 S n?(,ﬁm] = [(\, T);{,H-h e (G:T)}K(,i-»,-m]

Probability of selecting a new component is proportional to a. So, we divide a equally among
the m auxiliary components.

Probability: 2 1 2 1 al/3 a/3 a3

(proportional to)
* * *

Each is a fresh draw from G,

Components:

Arindam Roy Chowdhury



Configuration Variables C' and k

Let k;j denote the number of distinct values in ©_;y,.

kqy; ifled{l,--- ,k;}
i=1Y,Z,C_; k;,©%] = 7 7
[C] | VAR M] {HQO]' ifl:kj +1

1) 2% 1 9
o <2m> P | 37 2 W Hst)
J J iizi=j
Where M;; is the number of times 6 occurs in ©_ ;.

For qo;, we modify our Gibbs sampling as described in Mukhopadhyay and Bhattacharya
2012 . Let 0% = (©%,T%) denote an auxiliary variable.

o if ¢; = ¢; for some [ # j, then 6% ~ Go
o if cj # ¢Vl # j, set ¢ = 0;

Next, replace go; with the tractable expression:

j

1\ 7% 1
a — PR— . 2
q§ = a(fﬂag) P | 553 > (Ui — Hg(ia))

1:2,=7J

once all the c; are updated, k is obtained as the number of unique values in C.
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Conditionals for 6; = (0,

Consider the set:
Y; ={y::zi = j}

We simulate (T}, ©;) by the posterior search metropolis - hastings algorithm. We perform
this search for all the distinct components: (Y;,T},0;), j € {1,...,k}

We first simulate the tree T}, and then simulate ©; given T}
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Tree Posterior Search

Dropping the subscript j for simplicity.

The transition kernel q(T,T*) generates a new tree T™* from the tree T by randomly choos-
ing one of the four steps:

o GROW: Randomly pick a terminal node and split it into two new ones by randomly
assigning it a splitting rule according to pry g used in the prior.

o PRUNE: Randomly pick a parent of two terminal nodes and turn it into a terminal
node by collapsing the nodes below it.

o CHANGE: Randomly pick an internal node, and randomly reassign it a splitting rule
according to pry . used in the prior.

o SWAP: Randomly pick a parent-child pair that are both internal nodes. Swap their
splitting rules unless the other child has the identical rule, in which case swap the
splitting rule of the parent with that of both children.
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Tree Posterior Search

Using the above kernel, we have the following M-H algorithm to generate the markov chain
TOu Tla

O Generate a candidate T™* from distribution ¢(T3,T*)

@ Define:

a(T;, T*) := min { a(Ti, T*) p(Y|X, T*)P(T*) 1}

q(Tw, T%) p(Y|X, TH)P(T)
Set Tjy1 := T* with probability (T3, T*) and T; with probability 1 — (T3, T*).

Here, it is important to note that p(Y|X,T) can be explicitly obtained by integrating over
the parameters ©.
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Parameter Posterior

Once we have drawn T} from its posterior, we next simulate ©; by gibbs sampling:

bj
1 1
0z =TT TT Lown |- byt -]
g=1 J

i:g(ij)=g

o 7] e (-2)

J

Hence, given 0 , posterior for pg is N(u1, 0’1) where:

o? Y,
2 a g J ap 93
01<2+2> iy and “101(2+2
O'j O'j a ng 0']- O'j

Again, given p4 for all the terminal nodes of T);, we have the posterior of 0]2- as:

U? I (uj17"'7l'l‘]'bj)7 T] ~I1G + 5 ' o 5 Z Z l‘jg)2

9 l’LEA]g

where Aj, = {i : z; = j,g(ij) = g}, i.e, the set of points that lie in the g*" terminal node of
the j** tree.
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Summary Posterior Conditionals

We have either obtained the posterior conditional or a strategy to simulate from the poste-
rior of the following quantities:

o [zs=4|Y,Z_;,Ck,0}]
o [c;=1|Y,ZC_j;k;,0%,]
o [k|Y,Z,C 03]

o [T |Y,Z,C, k|

° [0, |Y,Z,Ck,Ty]

Hence, we can perform Gibbs sampling to traverse the posterior space.
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Data Generation

0 0< X1,X2<4
o n = 1000

N(:U'g(il)v 02) w.p 0.5
N(:u'g(i2)7 0_2) w.p 0.5

Figure: Data Generating process for Simulation
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Gibbs Sampling

@ One step in the Gibbs Sampler is the MH algorithm to update the trees in our mixture.

o As specified in Chipman(1998), any MH algorithm for CART models will have difficulty
moving between local modes.

o Hence, we have repeatedly restarted the algorithm and let each of them converge to a
local mode.

o Finally, we have taken the Forest that provides the highest posterior likelihood.
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Non-informative Prior

e Psprir =€
o Acceptance probability:
oy s [ a(T T p(Y X TY)P(T™)

T3, %) = min { U773 BEISATES

1} zmin{% ; 1}

(T, T*) P(T)
* 4(TT7) P(TY)

~M
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- \
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£ !
E
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|
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Figure: Log Likehood of the best run
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Non-informative Prior (Results)

samples = 195 samples = 97 samples = 162
Mean = 4.995 Mean = 5.944 Mean = 6.033

samples = 198 samples = 255 samples = 48

Mean = -0.007 Mean = 1.001 Mean = 1.998

Figure: All leaf nodes taken as separate components in non informative prior

o We did not take any informative prior on the trees, and allowed for many different
components in our mixture model.

o Taking all the leaves as separate components of the mixture will yield high posterior
likelihood.

To avoid this, we will either need to specify a prior that favours splitting of the root node, or
we can specify the number of components.
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Informative Prior

We now consider the following prior for our trees:

Peplit (1, T) = (1 +dp) ™7

Histogram of Prior05, 0.5)

Figure: Prior Distribution on number of leaf nodes for different choices of («, 3)

o We take (o, 8) = (0.95,1)
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Informative Prior(Results)

2000 | in (‘p”\'ﬁ'q"qif ﬁT‘."L 'ﬁ"f“ﬂ"’*""‘m Wmllﬂ

1000 -
g |
g
2 04
T
3
3
2 1000 { ‘
~2000 - |
) —— run 3
~3000
0 100 200 300 400 500

Figure: Log Likehood of the best run

We kept a maximum of 10 trees. Finally, 6 trees obtained with the following frequencies:

Tree 1 2|3 4 5|6 7|8 9 | 10
Sample Points Assigned | 30 | 9 | 433 | 431 | 0 | 52 | 0 | 45 | 0 | O
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Informative Prior (Results)

X1=(3]
samples = 433
Mean = 1.426

X1s2
samples = 341 samples = 92
Mean = 1.269 Mean = 2.009
X2<3
/ \ samples = 267 samples = 164
Mean = 5.778 Mean = 6.998
X1=<0
samples = 242 samples = 99 / \
Mean = 0.987 Mean = 1.958
/ \ samples = 215 samples = 52
Mean = 5.972 Mean = 4,975
[samples = 91] [samples = 151]
Mean = 0.983 Mean = 0.99

Figure: Estimates of Tree 3 and Tree 4 for informative prior

X1=2
samples = 431
Mean = 6.242

@ One of the trees is accurately estimated.

@ The other tree was not accurately estimated. The estimated tree is somewhat close to
the true model.
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Fixing the number of Components

Finally, we check how our algorithm performs when we already know the number of compo-
nents from beforehand. We perform our posterior search by fixing M = 2.

() (mma) () ()
samples = 299 samples = 211 samples = 287 samples = 203
Mean = 5.766 Mean = 7.009 Mean = 0.902 Mean = 2.972

(e 22 (g )

[samples - 228] [mﬂes - 59]
Mean = 1.011 Mean = 0.082

Figure: Estimated Trees for M = 2

‘We can see that both the trees are accurately estimated.
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Conclusion

© Non-informative prior with M > g:
o The posterior search reaches the mode in very few steps.

o It estimates all the leaves as separate components of the mixture.

o Hence, taking an informative prior is important is we want to learn the random number
of components.

@ With Suitable Prior:
o The algorithm yields good results.

o Though the predicted number of components was not accurate, if we look into the
number of data points assigned to each of the estimated components, we can see that
there are two major components and the remaining ones have very few data.

o The major components closely resemble the oracle data generating process.

@ Fixing The Number of Components:

o The algorithm performed extremely well when we fixed the number of components to the
actual number of clusters.
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Future Prospects

(6]

Bayesian versions motivated by various decision tree approaches, such as Bayesian
CART, Bayesian Additive Regression Trees (BART), etc. have established themselves
as effective weapons for attacking challenging machine learning problems. We are yet to
show that this model includes all the aforementioned tree based approaches as simple
special cases.

Feature importance and variable selection: In single decision trees, feature importance
is calculated by the overall impurity reduction provided by that variable across all the
nodes of the tree. Such an idea can be used, to evaluate feature importance of each
variable in all the trees. Finally, we can denote the feature importance of a variable
F(Xj) as:

M
F(X;) =Y piFi(X;)
i=1

where F;(X;) denote the feature importance of X; in the ith tree. A variable selection
procedure can be developed from this feature importance.

Choosing Prior Parameters: As seen in the simulation, choice of prior for the trees
heavily influences the results. We need to explore the outcomes from various choices of
a and B (for Psprir = (1 + dy;)~?) and suggest suitable choices for these parameters
depending on the scenario.
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